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Abstract 
SveMed+ is a bibliographic database covering Scandinavian medical journals. It is produced by the University Library of Karolinska 

Institutet in Sweden. The bibliographic references are indexed with terms from the Medical Subject Headings (MeSH) thesaurus. 

The MeSH has been translated into several languages including Swedish, making it suitable as the basis for multilingual tools in the 

medical field. The data structure of SveMed+ closely mimics that of PubMed/MEDLINE. Users of PubMed/MEDLINE and similar 

databases typically expect retrieval features that are not readily available off-the-shelf. The SveMed+ interface is based on a free text 

search engine (Solr) and a relational database management system (Microsoft SQL Server) containing the bibliographic database and 

a multilingual thesaurus database. The thesaurus database contains medical terms in three different languages and information about 

relationships between the terms. A combined approach involving the Solr free text index, the bibliographic database and the 

thesaurus database allowed the implementation of functionality such as automatic multilingual query expansion, faceting and 

hierarchical explode searches. The present paper describes how this was done in practice. 

Keywords  
bibliographic databases; multilingual retrieval; query expansion; thesauri 

1. Introduction 

Karolinska Institutet (KI) in Sweden is one of the largest medical universities in Europe. Being one of the first 

MEDLARS centers to be established outside the USA [1-4], KI has a long-standing experience in the provision and 

development of databases. The MEDLARS services were operated by the Medical Information Center (MIC), 

subsequently to be integrated with the University Library of Karolinska Institutet (KIB). The services provided by MIC 

included access to MEDLINE, the literature database produced by the National Library of Medicine (NLM) in the USA 

[5]. MIC was contracted to index Scandinavian journals for MEDLINE. MEDLINE is now available via PubMed and 

various commercial platforms. Although the MEDLARS system operated by MIC has long since been closed down, 

KIB still conducts activities related to literature databases. 

MIC developed Swemed, a literature database covering Scandinavian journals in the medical field. The name of the 

database has since been changed to SveMed+. The database structure closely mimics that of MEDLINE. MIC also 

initiated the Swedish translation [3] of the Medical Subject Headings (MeSH), the controlled vocabulary of MEDLINE. 

Over the years, the database containing the Swedish MeSH translation has been integrated into various search tools 

developed at KIB and elsewhere. An algorithm for multilingual query expansion against SveMed+ using the Swedish 

MeSH database as a backend is described below.  
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1.1. The SveMed+ database 

SveMed+ contains bibliographic references to Scandinavian journal articles in the medical field. Some of the records 

contain links to full text versions of the articles. The original language of the articles indexed is English, Swedish, 

Norwegian or Danish. Due to linguistic differences, journals in the other major Nordic languages (i.e., Icelandic and 

Finnish) are not covered. English translations are provided for the article titles. The references are indexed with terms 

from the MeSH thesaurus. 

Originally running under ELHILL, the search system developed by the NLM for the provision of MEDLINE [6-8], 

SveMed+ has been available through several platforms including Ovid, BRS/Search and Solr. The present paper 

describes the Solr based version1, including the data input system behind the Solr index. 

1.2. The MeSH 

The Medical Subject Headings (MeSH) thesaurus is a controlled vocabulary with a medical scope [9-12]. Originally 

developed for indexing of MEDLINE [13-14], it is presently in use in many search systems including various library 

catalogues, CISMeF [15], Euroethics [16] and SveMed+. The MeSH has been translated into several languages [3,17], 

making it suitable as the basis of multilingual search tools in the medical field [15,18]. For example, the Swedish MeSH 

is available as a browsing tool2. 

MeSH indexing involves supplementing the reference of a journal article with terms picked from the thesaurus. The 

indexer manually selects a number of terms that describe what the article is about. Since the terms derive from a 

controlled vocabulary, articles covering the same subject are indexed with the same term which means that they can be 

retrieved in a consistent way. 

The preferred terms in the MeSH thesaurus go by various names such as main headings, subject headings, or 

descriptors. There is also an entry term vocabulary consisting of synonyms and quasi synonyms that can be utilized for 

synonym mapping [12]. A MeSH term may be combined with a subheading (qualifier) that indicates a specific aspect of 

the subject at hand. 

MeSH terms are arranged in a hierarchical tree structure with broad (general) terms at the root level and successively 

narrower (more specific) terms in the branches. The tree structure is poly-hierarchical, which means that a term can 

reside in more than one position in the tree structure. Moreover, a term may have different narrower terms depending on 

the position in the tree, since different positions reflect different contexts [12].  

The positions in the tree structure are denoted by tree numbers. A tree number is a string consisting of alphanumeric 

character sequences separated by punctuation marks. The parts between the punctuation marks denote categories and 

levels in the tree structure. Each tree number contains the tree number of the broader parent term as a substring. 

When picking terms for indexing, the indexer selects the narrowest (most specific) terms possible. A user submitting 

a query for a subject corresponding to a certain MeSH term will usually also want to retrieve articles indexed with 

narrower terms. Otherwise, a loss in recall will occur. Entering all the terms explicitly in the search statement could 

potentially be very cumbersome. Therefore, many search engines intended for MeSH indexed data support the so-called 

explode command [10,13-14,19-20]. When a term is exploded, it is searched along with its narrower terms. 

Including narrower concepts in a search (e.g., by issuing an explode command) is sometimes referred to as 

subsumption. Owing to the principles of indexing with a hierarchic thesaurus, this is an essential retrieval technique. For 

example, an article on keratitis (inflammation of the cornea) will be indexed with the MesH term “Keratitis” but not 

with the broader parent term “Corneal Diseases”. A user issuing a query for the MeSH term “Corneal Diseases” without 

exploding it may not retrieve all articles on narrower concepts such as “Keratitis”. 

The MeSH is revised on a yearly basis. Revisions include addition of new terms, deletion or renaming of terms, and 

changes in the tree structure. This means that databases indexed with MeSH terms should also undergo yearly 

maintenance (often referred to as “Year-End Processing”) in order to correctly reflect the vocabulary [21]. Not all 

systems containing MeSH indexing terms have the features required for automation of this process [22]. This means that 

with time, some of the MeSH terms entered will no longer be consistent with the current version of the MeSH. Also, not 

all search engines have built-in support for the explode searches required in order to benefit fully from the MeSH tree 

structure [22]. 
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1.3. The SveMed+ data input system 

The data input system of SveMed+ is based on Microsoft SQL Server, a relational database management system 

(RDBMS). The SveMed+ database is designed according to the principles of database normalization [23]. The MeSH 

vocabulary is stored in a separate thesaurus database that reflects the current version of the MeSH. The thesaurus 

database derives from files that are available for download from the NLM3. The NLM files are supplemented with 

translations in Swedish and Norwegian. The database contains information on the vocabulary as such, including data 

about the MeSH tree structure, and entry term (synonym) vocabulary. The SveMed+ database contains foreign keys 

(pointers) to the MeSH terms used in the bibliographic references (see Figure 1). 

 

Figure I. The bibliographic references in SveMed+ are associated with MeSH tree numbers via the thesaurus database. Note: This 

diagram is highly simplified compared to the actual databases. 
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The indexers have access to a Windows client for data input and maintenance. When indexing, the indexer enters 

English MeSH terms only. The bibliographic records are automatically supplemented with the Swedish translations of 

the terms through the foreign keys. From the technical point of view, it would be straightforward to base the indexing 

interface on the Swedish translation of the MeSH so as to allow the indexers to enter data in their native language. 

However, the MEDLARS cooperation involved indexing of Scandinavian journals for MEDLINE, allowing the 

indexers to develop proficiency in the usage of the English version of the thesaurus. Also, the indexers are responsible 

for the production of the Swedish MeSH translation, which keeps them up-to-date with medical terminology in both 

languages. 

The thesaurus database was initially designed to support maintenance and dissemination of the Swedish MeSH 

translation produced by KIB. Tables deriving from a Norwegian translation produced by Nasjonalt kunnskapssenter for 

helsetjenesten in Norway4 have since been added. 

Keeping the thesaurus database up-to-date is essential to the integrity of the SveMed+ database. The thesaurus 

database is updated on a yearly basis using the files from the NLM. The NLM MeSH files contain unique identifiers that 

remain the same across different editions of the MeSH. The identifiers are used as keys in the thesaurus database and as 

foreign keys in the SveMed+ database. Owing to the fact that the keys and foreign keys do not change from one year to 

another, it is relatively straightforward to adapt the thesaurus database and SveMed+ to new releases of the MeSH. 

2. Methods 

The data input system described above has served as a data source for several versions of the SveMed+ search interface. 

In 2009, a project was initiated in order to develop a new version. The project involved a team consisting of developers, 

web designers and indexers.  

Web logs suggest that SveMed+ has a high usage at the Swedish medical schools. It also has a high usage in Norway 

owing to its coverage of Norwegian medical journals. Judging from the logs and comments received from users, there is 

a demand for advanced search tools. However, the needs of students and the general public still call for a simple 

interface. 

Users of bibliographic databases typically expect a basic set of retrieval features [24]. The technical specifications for 

the new version of SveMed+ were based on comments from users and staff as well as the functionality of existing 

systems for retrieval of bibliographic data in the medical field. The Web interface was implemented using ASP.NET 

Web Forms with C# as the code behind language and the Visual Studio 2008 integrated development environment as the 

development tool. 

2.1. The Solr index of SveMed+  

Although the RDBMS of the data input system is well suited for the data input and maintenance needs of SveMed+, it is 

not ideal for retrieval of the data. For the purposes of retrieval, the Microsoft SQL server version of SveMed+ is 

supplemented with a free text index. 

A free text index (inverted file) contains words extracted from the documents in the database, arranged alphabetically 

with pointers to the documents where the words occur [6-7,20,25-28]. In a bibliographic database, the words typically 

derive from the titles, abstracts, author names and indexing terms of the documents indexed. However, the index may 

also contain other types of information in order to support specialized features such as chemical searching [29] and 

explode searches. The free text search engine accesses the index in order to retrieve documents containing the words 

included in the user query. Retrieval often involves Boolean searching, but other approaches are also possible [25,30]. 

The free text index of SveMed+ is generated by Solr5. Solr is an open source free text search engine based on Lucene  

[31]. It comes with a data loader and an API upon which a search interface can be built. The API returns hit lists in an 

XML format (see Figure 2). The SveMed+ interface is based on Solr IR features such as Boolean searching, truncation, 

stemming, faceting and MoreLikeThis functionality. 

In addition to words from the bibliographic records, the Solr index contains tree numbers corresponding to the MeSH 

terms of the records. Due to the poly-hierarchical structure of the MeSH, each MeSH term may correspond to more than 

one tree number. For each MeSH term, all the tree numbers in the MeSH hierarchy are loaded into the index. This 

makes it possible to retrieve records indexed with a MeSH term or its narrower terms by performing a truncation search 

for the corresponding MeSH numbers. In addition to the MeSH numbers, strings corresponding to MeSH tree numbers 

with subheadings are stored in the Solr index. There is also a separate field for MeSH terms that are the focus of the 

article (major headings). 
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Figure 2. The beginning of a Solr hit list. In the SveMed+ free text index, the bibliographic records contain MeSH tree numbers 

that have been joined in from the thesaurus database. This allows the implementation of an explode feature based on truncation 

searches for MeSH tree numbers. In this case, the search statement “etik tvångsvård” has been mapped to an explode search for 

“ethics” (tree numbers F01.829.500.519, K01.316, K01.752.256, and N05.350) that is performed along with a free text search for 

the words “etik” (ethics) and “tvångsvård” (compulsory care). 

The data in the RDBMS is loaded into the free text index on a regular basis. Information about how to extract the 

words and tree numbers associated with a bibliographic reference is stored in the Solr configuration files. Due to the 

complex data structure of SveMed+, several SQL JOIN statements have to be performed in order to bring all the data of 

a bibliographic record together. For each data field, a tokenizer defines how to identify word limits. The MeSH tree 

numbers require a tokenizer that does not interpret the punctuation marks of the tree numbers as word delimiters. 

Although it is the Solr search engine that returns the hit list, many features of the SveMed+ interface rely on the 

RDBMS for looking up and displaying data. 
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2.2. Query expansion 

Considering that the bibliographic references in databases like MEDLINE and SveMed+ are indexed with terms 

deriving from the MeSH vocabulary, including MeSH terms in the search is often essential for maximum recall. 

However, the average user may not be aware of this. Preferably, the search engine should guide the user towards using 

the MeSH, including features such as explode. Unfortunately, not all search engines come with off-the-shelf support for 

hierarchical thesauri such as the MeSH. 

Query expansion is the process of automatically mapping a search statement (e.g., a natural language query) entered 

by a user to a query expected to make the most out of the information in the database. For instance, the terms entered by 

the user may be mapped to terms in the thesaurus [32-36]. Some approaches, such as the Automatic Term Mapping 

(ATM) feature in PubMed, rely on performing the mapping step behind the scenes [37-44]. Other approaches, such as 

the Ovid Map Term to Subject Headings feature, rely on presenting the thesaurus to the user in a more interactive way 

[36,45]. 

The process of mapping a term to the thesaurus may rely on statistical methods [36] or direct lookups in the thesaurus 

itself, or possibly a metathesaurus such as the Unified Medical Language System (UMLS) [45-46]. 

 

2.3. The Query expansion algorithm of SveMed+ 

When a user enters a query at the simple search page in SveMed+, the search statement entered is subject to query 

expansion. The query expansion algorithm was inspired by the PubMed Automatic Term Mapping. 

The algorithm was written in the C# programming language. The search string is parsed in order to detect query 

syntax such as Boolean operators or field tags. The remaining text is mapped against the thesaurus database. If the text 

contains more than one word, single words as well as multiple word strings are subject to mapping. The string(s) are 

matched against MeSH terms and their entry terms in English, Swedish and Norwegian. The search string is also 

mapped against the author field, taking usage of author initials into account. Mapping involves SQL queries against the 

RDBMS versions of SveMed+ and the MeSH. 

The entry term vocabulary of the MeSH consists of synonyms and quasi synonyms of the main headings (preferred 

terms). This is sometimes referred to as an equivalency relationship. The MeSH thesaurus also has other types of 

relationships, such as associative (“see related”) and hierarchic relationships [12]. It is only the equivalence 

relationships that come into play in the mapping step. Once mapping has taken place, the MeSH terms (if any) identified 

by the mapping process are exploded automatically, thereby exploiting their hierarchic relationships with narrower 

terms. 

Since the Solr index contains MeSH tree numbers, an explode search for a MeSH term can be accomplished by 

performing a truncation search for the corresponding MeSH numbers. A lookup for the numbers to truncate is 

performed against the thesaurus database under Microsoft SQL Server. All the numbers found must be included in the 

truncation search in case the corresponding branches of the MeSH tree should contain different sets of narrower terms. 

Whether or not the search statement was successfully mapped against the MeSH and the author index, a search against 

the free text index is also performed. 

3. Results 

The interface of SveMed+ contains a simple search form, an advanced search form and a search form for combining 

previous search statements from the search history (see Figure 3). 

The hit list is displayed along with facets allowing drill-down to more specifics subsets of the search (see Figure 4). 

The interface also provides functionality such as retrieval of similar documents (see Figure 5) and export to reference 

management software. 

When a user enters a query at the simple search page in SveMed+, it is expanded according to the query expansion 

algorithm described above. This involves mapping against the MeSH and the author index. The mapping process 

translates the query into a search statement in the Solr syntax. This search statement will typically contain free text 

words as well as truncation searches for MeSH tree numbers. 

The Solr search returns a hit list and facets. The hits are sorted according to entry date. The facets consist of clusters 

within the hit list of records sharing a value in the language, document type or MeSH field. The facets are displayed 

along with the hit list. This allows the user to drill down to a narrower set of records. The query expansion provided by 

the simple search box is completely transparent to the user and does not require any knowledge of the MeSH thesaurus.  
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Figure 3. The SveMed+ interface. There are search forms for simple searches, advanced searches, and search history. 

 

Advanced users are offered additional features such as command language searching, support for MeSH 

subheadings, and index browsing. 

The query expansion algorithm is not the only feature in the SveMed+ interface that relies on the MeSH indexing 

terms. The advanced search page allows the user to browse for a MeSH term in English, Swedish or Norwegian and 

perform an explode search based on the term selected. The record display in SveMed+ contains a link to similar articles. 

This feature is based on the Solr MoreLikeThis functionality configured to calculate similarities based on the English 

MeSH terms and the article title in English. It was inspired by the PubMed Related Articles feature, which is based on 

similarity according to titles, abstracts and MeSH terms [33]. Finally, some of the facets are MeSH-based. This may 

draw the attention to potentially useful MeSH terms. There are separate facets for Check Tags and ordinary MeSH 

terms. This is because the check tags represent indexing terms that are so frequently applied that they might mask 

relevant terms that are more specific to the search at hand. 

Over the years, web logs from SveMed+ have been analyzed on several occasions in order to study various aspects of 

usage such as overall traffic, distribution of users across different colleges or geographic areas, and usage of individual 

interface features. Usage of SveMed+ is presently being logged in Google Analytics. During the year 2013, some 315 

000 visits were logged. The geographic distribution was 53 % for Norway, 35 % for Sweden and 7 % for Denmark 

(with insignificant contributions from other countries).  
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Figure 4. Hit list with facets to the right. The facet “myocardial infarction” represents a MeSH term corresponding to the Swedish 

term “hjärtinfarkt” entered by the user. The other facets allow the user to drill down to more specific aspects of the subject, such 

as “risk factors” or “prognosis”. 
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Figure 5. A bibliographic record. The search “musikterapi” has been mapped to The MeSH term “music therapy”. Links to similar 

records are displayed to the right. 

Although focusing on Swedish literature, SveMed+ is also of relevance to Danish and Norwegian users since there is 

no other database with comprehensive coverage of Scandinavian medical journals. In the initial version of the interface, 

only the English and Swedish versions of the MeSH were used. However, judging from web logs, Norwegian usage of 

the database is very high. Moreover, the Norwegian user community is very active (in terms of mutual collaboration 

around SveMed+ and the MeSH, enhancement requests etc). That is why it was it was decided to integrate the 

Norwegian MeSH translation in the system. The authors of this article are not aware of any Danish MeSH translation. 
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4. Discussion 

A relational database management system (RDBMS) is suitable for data maintenance tasks such as the Year-End-

processing of MeSH indexed databases. Retrieval, however, may require indexes tailored for this particular task [47]. 

The interface of SveMed+ is based on the IR functionality of the Solr search engine as well as the relational database 

(RDBMS) behind the data input system. 

The simple search box of SveMed+ relies on query expansion in order to improve recall. In similarity to the PubMed 

Automatic Term Mapping (ATM), the query expansion algorithm maps the terms entered by the user to MeSH terms 

that are automatically exploded. However, unlike the ATM, it also performs multilingual mapping based on the Swedish 

and Norwegian translations of the MeSH. The fact that the database contains article titles in several languages and their 

translations in English contributes to some additional multilinguality. 

The implementation of multilinguality in search interfaces may involve problems associated with homonymy (i.e., 

the same word meaning different things in different languages). For example, the Swedish MeSH term “Glass” means 

ice cream whereas the Norwegian MeSH term “Glass” means glass.  In the advanced search interface, the user can 

select language when browsing the MeSH index, thereby eliminating any ambiguity caused by homonymy between 

languages. However, there is no way for the user to indicate which language is used when a query is entered in the 

simple search box.  This causes some queries (such as “glass”) to produce unexpected results. Fortunately, the MeSH 

translations used in the database only contain a limited number of homonyms (in most cases associated with closely 

related terms, such as “Elektrostimulering” for electric stimulation and electric stimulation therapy, respectively). 

However, with a very large thesaurus containing many terms and languages, the present implementation of 

multilinguality would possibly be a bit problematic. 

The searches generated through query expansion are performed against a Solr based free text index, but the query 

expansion algorithm also relies on lookups against the RDBMS in order to map user input against MeSH terms and 

author names. MeSH mapping typically results in a Solr search containing a mixture of free text words and truncated 

MeSH tree numbers. Some of the IR features of the Solr search engine, such as relevancy ranking, cannot be applied 

with this approach. However, features such as facets, stemming and MoreLikeThis can still be used.  

Although the query expansion is something that happens automatically, the user is alerted to MeSH terms in the 

records retrieved through the facets provided by Solr. Automatic query expansion and stemming may improve the recall 

of searches performed by inexperienced users. However, advanced users may be a bit confused when the search engine 

adjusts the query behind the scenes. In particular, truncation searches may not work the way the user expects. 

The query expansion involves performing automatic explode searches based on the MeSH hierarchy. Search engines 

such as BRS/Search and Oracle Text have off-the-shelf support for hierarchical searches. In the present version of 

SveMed+, explode searches are implemented through tree numbers stored in an inverted file. The ELLHILL system had 

a similar approach [48]. NCBI Entrez, the retrieval system behind PubMed, relies on loading the postings for each 

MeSH term and MeSH/subheading combination in a separate inverted file (NCBI staff, personal communication). 

In Svemed+, searches for narrower terms are accomplished by truncation searches for tree numbers in the Solr index. 

Penn Museum has developed an interface where searches for narrower and alternate terms are implemented through the 

Solr SynonymFilerFactory [49]. In this case, the parent terms of each term appearing in the controlled vocabulary are 

loaded as synonyms. 

Taking the thesaurus hierarchy into account when generating the inverted file (or files) is not the only possible 

approach when implementing explode searches. Associations between a query term and its narrower terms could also be 

made entirely on-the-fly. For example, the task of finding the tree numbers of narrower terms and retrieving the 

corresponding records can be accomplished through SQL statements generated at query time [16,50]. Performing some 

of the logic associated with explode (truncations, SQL joins etc) when generating the inverted file instead of at query 

time may offer a performance advantage. The choice of approach should be guided by the database size and the intended 

application. 

Although the information about which MeSH terms have been added to the bibliographic records is stored in the 

SveMed+ database, thesaurus features such as MeSH mapping and explode searches rely on a separate thesaurus 

database. The thesaurus database is multilingual. Initially developed for maintenance of the Swedish MeSH translation, 

it has subsequently been supplemented with the Norwegian MeSH translation as a service to the Norwegian users of 

SveMed+. The mapping process could easily be extended to include other MeSH translations or vocabularies (e.g., by 

using the UMLS). 

In summary, bibliographic databases may call for rather sophisticated retrieval functionality, such as support for 

hierarchical thesauri. Developers of interfaces to bibliographic systems need to be aware of these user needs. Not all 

software packages come with off-the-shelf support for the features expected by the users. By combining various tools 
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and approaches, it may still be possible to meet user expectations. SveMed+ provides an example of how this can be 

done in practice. 

Notes 

1. http://svemedplus.kib.ki.se 

2. http://mesh.kib.ki.se 

3. http://www.nlm.nih.gov/mesh/ 

4. http://www.kunnskapssenteret.no/ 

5. http://lucene.apache.org/solr/ 
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