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ABSTRACT 
Genome sequencing projects are advancing at a staggering pace and are daily 
producing large amounts of sequence data. However, the experimental characterization 
of the encoded genes and proteins is lagging far behind. Interpretation of genomic 
sequences therefore largely relies on computational algorithms and on transferring 
annotation from characterized proteins to related uncharacterized proteins. Detection of 
evolutionary relationships between sequences - protein homology detection – has 
become one of the main fields of computational biology. Arguably the most successful 
technique for modeling protein homology is the Hidden Markov Model (HMM), which 
is based on a probabilistic framework. 
 
This thesis describes improvements to protein homology detection methods. The main 
part of the work is devoted to profile HMMs that are used in database searches to 
identify homologous protein sequences that belong to the same protein family. The key 
step is the model estimation which aims to create a model that generalizes an often 
limited and biased training set to the entire protein family including members that have 
not yet been observed. This thesis addresses several issues in model estimation: i) prior 
probability settings, pointing at a conflict between modeling true positives and high 
discrimination; ii) discriminative training, by proposing an algorithm that adapts model 
parameters from non-homologous sequences; and iii) key HMM parameters, assessing 
the relative importance of different aspects of the estimation process, leading to an 
optimized procedure. Taken together, the work extends our knowledge of theoretical 
aspects of profile HMMs and can immediately be used for improved protein homology 
detection by profile HMMs. 
 
If related sequences are highly divergent, standard methods often fail to detect 
homology. The superfamily of G protein-coupled receptors (GPCRs) can be divided 
into families with almost complete lack of sequence similarity, yet sharing the same 
seven membrane-spanning topology. It would not be possible to construct a profile 
HMM that models the entire superfamily. We instead analyzed the GPCR superfamily 
and found conserved features in the amino acid distributions and lengths of membrane 
and non-membrane regions. Based on those high-level features we estimated an HMM 
(GPCRHMM), with the specific goal of detecting remotely related GPCRs. 
GPCRHMM is, at comparable error rates, much more sensitive than other strategies for 
GPCR discovery. In a search of five genomes we predicted 120 sequences that lacked 
previous annotation as possible GPCRs. The majority of these predictions (102) were in 
C. elegans, but also 4 were found in human and 7 in mouse. 
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1 GENERAL INTRODUCTION 
Proteins are the main building blocks of life and essential for almost every biological 
process. Proteins consist of sequences of amino acids that are encoded by regions of 
deoxyribonucleic acid (DNA) called genes. Over the last years rapid technological 
improvements to DNA-sequencing coupled with huge efforts have made large numbers 
of sequences available. The first full genome of a free living organism, the bacterium 
Haemophilus influenzae, was completed in 1995 [1]. At present the Integr8 genome 
and proteome browser provides access to information on 306 genomes, including 
human, mouse, rat, yeast, fruit fly and nematode (www.ebi.ac.uk/integr8). As a 
consequence, the number of available protein sequences has grown exponentially.  
 
However, only a fraction of those sequences have been experimentally characterized 
[2]. Protein annotation instead largely relies on computer predictions. Computational 
annotation is helped by the fact that proteins are homologous, i.e. related by evolution 
[3]. If a novel protein is homologous to a protein that has been experimentally 
characterized, the properties of the latter may be transferred. Computational protein 
homology detection is crucial to our interpretation of genomic data and today the vast 
majority of sequences in biological databases have been annotated through homology 
to other sequences. 
 
Although methods for protein homology detection have become increasingly sensitive, 
standard technologies still leave a high percentage of protein coding genes in a typical 
genome without any annotation. An estimate indicates that, on average, more than one 
third of all sequences escape annotation within genome projects [4]. The continuous 
development and improvement of homology detection tools is therefore important. 
 
Probabilistic models are widely used for protein homology detection. Hidden Markov 
models (HMM) constitute one class of probabilistic models that were first introduced to 
biological sequence analysis in the late 1980’s, adopted primarily from speech 
recognition [5]. HMMs have become an essential tool for bioinformaticians and are 
used in a range of applications. For homology detection an HMM can be trained from a 
set of homologous sequences to represent the underlying family in database searches to 
detect other homologs.  
 
1.1 OVERVIEW 

The aim of this thesis has been to improve existing methods for protein homology 
detection and to develop new methods. The majority of the work concerns profile 
HMMs which is an HMM design developed to model protein domain families. A 
specialized HMM structure for the superfamily of G protein-coupled receptors is also 
presented. 
 
This introduction is organized such that I first introduce concepts related to protein 
function, protein domains and evolution. I next review methods for detecting protein 
homology, with a clear emphasis on profile HMMs and continue with presenting 
relevant methodologies and databases. Finally, I summarize and discuss the present 
investigation.  
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2 PROTEIN FUNCTION, DOMAINS AND EVOLUTION 
The function of a protein depends on its tertiary structure and on the presence of a set of 
key amino acid residues. The structure can, for example, provide a pocket for a ligand 
to bind, create complementary surfaces for interaction with other proteins and bring 
residues that are far apart in the sequence into proximity within an active site. Within 
the spatial framework given by the structure, specific amino acids can interact with 
other proteins and molecules. The versatility of amino acids with respect to 
physicochemical properties enables proteins to interact with other molecules through 
hydrogen bonds, electrostatic interactions and van der Waals interactions. Many 
proteins exert their function by undergoing a conformational change upon binding to 
another molecule [6].  

 
All proteins, with the exception of some disordered proteins [7], consist of one or 
several domains which can be defined as structural units that can fold and evolve 
independently [8]. The term protein domain is also used to denote evolutionary 
conserved amino acid sequence regions although their structure is not necessarily 
known [9]. As an example, Figure 1 shows the structure of Src tyrosine kinase and its 
three domain constituents. The domains are organized linearly along the primary 
sequence and the exact domain components and their order can be referred to as the 
protein’s domain architecture. Genome annotation strives to elucidate the exact domain 
architecture of each protein. 
 
The number of domains per protein varies between kingdoms. Using 40 fully 
sequenced genomes, Apic et al. showed that 65% of the archea and prokaryote 
sequences and about 80% of the eukaryote sequences match two or more domains of 
the set of all domains of known structure [10]. A more recent study predicted lower 
values although the exact numbers depend on the cutoff used to define a domain in an 
unassigned region [11]. This study covered fewer genomes, however it included both 
evolutionary and structural domain families, which gives much higher coverage. The 
overall conclusions from the two studies are that eukaryotes have a larger share of 

SH3_1 86-142 
SH2 150-232 

Pkinase_Tyr 269-518 

SH3_1 86-142 
SH2 150-232 

Pkinase_Tyr 269-518 

SH3_1 86-142 
SH2 150-232 

Pkinase_Tyr 269-518 

Figure 1. Human Src cytoplasmic tyrosine 

kinase is an oncoprotein that consists of three 

domains. SH3_1 is a small and widespread 

domain. SH2 domains function as regulatory 

modules of intracellular signaling cascades. 

The protein tyrosine kinase domain 

(Pkinase_Tyr) phosphorylates the substrate. 

The structure is from PDB (1FMK) and the 

protein domain architecture is from Pfam. 
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multi-domain proteins than other kingdoms, that the vast majority of eukaryotic 
proteins are multi-domain proteins and that archea and prokaryotes have similar 
percentages of single-domain and multi-domain proteins.  
 
Proteins with the same domain architecture are likely to perform the same function. In a 
set of Swiss-Prot proteins, Hegyi and Gerstein found that two single-domain proteins 
matching the same superfamily had a 68% probability of having the same function. 
Multi-domain proteins with conserved domain architecture shared function in 81% of 
the cases. However, if only one domain out of two or more was conserved, the 
probability of shared function dropped to 35% [12]. It is therefore important to identify 
all domains of a protein in order to predict its function. 
 
The proteins that we observe today are the result of evolution. Proteins mainly evolve 
by duplication and recombination of existing domains and by sequence differentiation.  
By duplication and recombination evolution reuses the existing protein units to create 
new proteins that may take novel functions. While domain duplication leads to 
increased abundance of domains in the proteome, domain recombination give rise to 
increased versatility (Figure 2).  

 
How is the protein repertoire affected by domain duplication and recombination? A 
number of genome-wide studies have targeted this question over the last years. The 
majority of those studies were based on the limited, but increasing, number of protein 
domains of known structure (matching about 50% of genome sequences in 2003 [13], 
60% in 2004 [14] and 65% in a recent study [15]). The conclusion is that most domain 
families that recombine do so with only one or two other domain families and that there 
is a limited number of promiscuous domains which are overrepresented in multi-
domain proteins [10, 15, 16]. The number of domain partners per domain family 
follows a power-law distribution [10, 17].  However, the domain families that occur in 
many combinations are mainly limited to a set of very large families. Because the 
families are so large, it is not unexpected that they occur in many combinations with 
other domains. It has in fact been shown that large domain families occur less often in 
combination with other domains than would be expected by a random model, 
suggesting a selective pressure to conserve existing domain pairs [10, 18]. This data 
supports the view that the majority of domain combinations were formed once during 
evolution and that most examples of a combination are related rather than appearing 
from independent recombination events [18].  

Figure 2. Domain duplication 

and recombination increases the 

protein repertoire.  

a) Two single domain proteins.  

b) The domains duplicate and 

recombine to form new proteins 

with modified or novel function. 

Existing protein domains...

...duplicate...

...and recombine

a)

b)

Existing protein domains...Existing protein domains...

...duplicate...

...and recombine

...duplicate...

...and recombine

a)

b)
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Vogel et al. studied domain combinations in 131 fully sequenced genomes and found 
two-domain and three-domain combinations that occurred in many different contexts 
together with other domains. To describe this phenomenon, they introduced the term 
supra-domain. A supra-domain is an evolutionary unit larger than the domain that is 
reused in various proteins with different neighboring domains [19].  
 
Protein families arise from speciation and duplication events. The individual proteins 
differentiate through mutations, insertions and deletions. These changes in the primary 
sequence will be put under pressure by natural selection. Some changes will disrupt 
protein function and be selected against. Other changes will improve or alter the 
function and those can be selected for to adapt the protein. However, a large number of 
changes will be neutral to the function of the protein [20]. The relative importance of 
adaptive and neutral mutations as a driving force in evolution has been debated over 
time [21]. 
 
It is thought that the duplication of a complete gene plays a major role in creating 
proteins with new or adapted functions [22]. After gene duplication there are two 
copies with identical function. This situation frees one of the copies to accumulate 
changes in the primary sequence because its duplicate can provide the original function 
[23]. In many cases one of the duplicates will be incapacitated by a deleterious 
mutation and turn into a pseudogene. In other cases adaptive evolution may work on 
the two copies, so that either one duplicate could take on a new function, or the both 
genes could divide the multiple functions of the original gene between them [24]. 
Extensive gene duplication has led to some protein families becoming very large and 
one example is the odorant receptor family which is responsible for smell. Because 

Figure 3. a) A multiple alignment of sequences of the Pfam MAPEG domain. Some residues are 

highly conserved over time indicating that they are important for protein function. b) A 

phylogenetic tree of the sequences. 
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there are so many odor molecules and they all need to be recognized, a large number of 
gene duplicates have evolved subtle differences in ligand specificity [25, 26]. 
 
Changes in the primary sequence upon speciation and duplication events give rise to 
the differences that we observe among members within a protein family. Figure 3 
shows a multiple alignment and a phylogenetic tree of selected sequences of the 
MAPEG domain family [27]. Members of this enzyme family exist in several species 
that each has many members; i.e. the family has been created from both duplication and 
speciation events. Over evolution, some positions in the protein sequences have 
remained conserved which indicates that they are important to protein function. Other 
positions have evolved extensively so that the sequence identity between members is 
low and this is likely to be the result of neutral evolution. 
 
Thorough studies of individual protein families emphasize the coupling between 
sequence, structure and function over evolution. Chothia and Lesk systematically 
compared the structures and sequences within eight protein families [28]. It was shown 
that the extent of structural change was directly related to the extent of sequence 
change. Major structural elements were largely conserved over evolution while 
mutations occurred in the interface regions between the core elements. Above 50% 
sequence identity, the structures of two proteins were essentially identical. At 20% 
sequence identity, the structural similarity had dropped significantly; however the 
structure of the active site was still conserved. In another study, Gough and Chothia 
carefully analyzed members of the highly divergent cupredoxin family [29]. Large 
amino acid variations were observed throughout the proteins with the exception of 
critical residues that were involved in the active site or in maintaining the tertiary 
structure of the active site. 
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3 DETECTING SEQUENCE HOMOLOGY 
Sequence-based methods for identifying protein homology compare sequences to find 
similarities that are unlikely to occur by chance. Essentially all methods employ some 
sort of scoring scheme to judge amino acid substitutions, insertions and deletions. 
Based on the scoring scheme a query sequence is aligned to another sequence or to a 
profile that represents a set of sequences. In an alignment equivalent amino acids are set 
side-by-side so that insertions and deletions become apparent (Figure 4). The score of 
the sequence, which is used to detect homology, is directly related to the alignment. 

 
Sequences can be scored globally or locally. In the former case, the alignment is over 
the entire length of the sequences. From a biological viewpoint this is not always 
desired because related proteins may not have recognizable homology along their entire 
length. Proteins may for example share only one out of several domains. Local scoring 
aligns subsequences only and can be better for finding local similarities. It is also 
possible to align a global domain model locally to a sequence, (global/local scoring) or 
to align part of a domain model locally to a sequence (local/local scoring).  
 
Based on the amount of information built into the scoring scheme, existing methods for 
sequence-based homology detection can broadly be divided into three categories:  
 

• Pairwise methods that compare sequences one-by-one 
• Profile methods that compare one sequence to a family of sequences 
• Profile-profile methods that compare families of sequences  

 
It has been shown that, at comparable levels of misclassifications, profile based 
methods are more sensitive than pairwise methods [30, 31], and that profile-profile 
methods are even more sensitive [32]. In what follows I present the three types of 
methods with an emphasis on profile HMM methods.  
 
3.1 PAIRWISE SEQUENCE COMPARISONS 

At the heart of pairwise methods lies a scoring model for amino acids, insertions and 
deletions. Scoring schemes for amino acids are usually cast on the form of a 
substitution matrix. This is a matrix of 20x20 values that reflects the probability that 
one amino acid is substituted for another over a particular evolutionary period. In 
principle a substitution matrix can be invented based on knowledge of amino acid 
properties. In practice substitution matrices have been estimated empirically from 
sequence data starting with the PAM matrices [33, 34]. The PAM matrices were 
constructed probabilistically from phylogenetic trees of sequences by counting the 
number of mutations that occurred along each branch. Another well-known series of 
substitution matrices is the BLOSUM matrices [35] that were developed from multiple 
alignments from the BLOCKS database. 
 

PTSK----PQTQG-LAKD----AWEIPRESL
PT +    PQ+ G L +     A E+  +S+
PTRRTFLDPQSCGDLLQAVHLFAKELDAKSV

Figure 4. An alignment between two sequences. 

Conserved amino acids are aligned and insertions 

are marked with dashes. 
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The BLOSUM matrices were estimated by calculating how often two amino acids 
occur aligned in a column and relating this frequency to their overall occurrence. In 
fact, any substitution matrix can be interpreted from its set of target frequencies pxy, 
which is the probability of encountering amino acid x and y aligned in sequences at a 
certain evolutionary distance [36]. Provided that the background distribution of the 
amino acids (qx and   qy) is known, the substitution matrix can be written as  

yx

xy

qq

p
yxM 2log

1
),(

λ
=  [1.] 

where λ is a scaling factor that does not influence the target frequencies. 
 
A complete scoring scheme also requires gap penalties to model insertion and deletion 
events. Today affine gap penalties or variants thereof (see e.g. [37, 38]) are standard in 
most alignment algorithms. By affine gap penalties the cost for opening a gap is 
separated from that of extending it, which normally means that a gap of five residues is 
much cheaper than five one-residue gaps. The idea is that because a gap of several 
residues can be caused by one single mutational event it should not cost much more 
than a one-residue gap. Using affine gap penalties, the cost C of an insertion of length l 
can be specified by two parameters: a for starting the gap and b for extending it. An 
insertion or deletion of l amino acids thus costs 

lbalC ×+=)(  [2.] 

Given a scoring scheme two sequences are aligned using dynamic programming [39] 
which provides a way to find the highest scoring alignment without having to evaluate 
all possibilities. The Needleman-Wunsch algorithm produces a global alignment, i.e. 
the entire sequences must participate in the alignment. The Smith-Waterman algorithm 
is a modified version of the Needleman-Wunsch algorithm and produces a local 
alignment [40].  
 
BLAST [41] and FASTA [42] are the most well-known programs for local alignments 
of pairwise sequences. Both programs employ heuristics which sacrifice perfection but 
speed up the dynamic programming multiple times. The basic principle is to first look 
for short stretches of identical amino acids (a quick process) and then extend these hits 
by dynamic programming. 
 
3.2  PROFILE-BASED METHODS 

Pairwise methods are ubiquitous in bioinformatics because they are quick and can be 
used in a range of applications. The disadvantage is that they assume that all sites in the 
protein are equally important and that insertions and deletions occur with the same 
frequency along the entire sequence. From looking at a multiple alignment of related 
sequences we know that this is not true (Figure 3). At some positions amino acids are 
conserved while other positions are highly variable. Insertions and deletions are also 
unevenly distributed across alignments. Residues that are conserved through evolution 
are likely to be important for protein function and based on the alignment it is therefore 
desired to estimate position-specific amino acid scores and gap penalties.  
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3.2.1 Profiles 

A profile is a multiple alignment of sequences converted into a two-dimensional and 
position-specific matrix of scores [43, 44]. It is a consensus model of a conserved motif 
or domain. Profiles that only model gapless alignments are often called position-
specific scoring matrices (PSSM). A PSSM is estimated from the amino acid 
frequencies at every position in a conserved alignment block. It is used to search for a 
similar sequence locally by scanning a query sequence and calculating the score at 
every position. 
 
One of the first profile methods, developed by Gribskov et al. [44], is different from the 
standard PSSM. Amino acid scores are estimated as the weighted average of the scores 
for all possible substitutions to this amino acid. The score for an amino acid x in 
column i is written as  

∑ ×=
'

),'()',(),(
y

iyFyxMixS  [3.] 

where M(x,y) characterizes a substitution matrix and F(y,i) is the frequency of amino 
acid y in the column. Gribskov-profiles also model insertions and deletions applying an 
affine gap penalty model that involves a combination of user specific choices and 
position specific alignment input.  
 
Position-Specific Iterated BLAST (Psi-BLAST) is a widely used iterative method for 
homology detection [45]. Starting from a single sequence Psi-BLAST collects a 
number of significant hits. These sequences are aligned and a profile is estimated which 
is used to collect more distant homologs. The procedure is iterated a couple of times 
and often detects homologs that an ordinary BLAST search would not find.  
 
3.2.2 Profile Hidden Markov models 

Profile HMMs [46-49] are in many aspects similar to profiles. Like profiles, they are 
estimated from a multiple alignment of related sequences. The important difference is 
that profile HMMs are fully cast on a probabilistic framework and handle insertions 
and deletions non-heuristically. The probabilistic framework makes model estimation 
from training data more transparent and makes it easier to interpret sequence scores. It 
also allows for the incorporation of other types of data (such as secondary structure), 
which may give better predictions. A large part of the work in this thesis deals with 
aspects of estimating an HMM from data. Therefore a thorough description of profile 
HMMs follows below. 
 
3.2.2.1 A Markov model 
A Markov model describes a process that at any time is in one of N states. Figure 5 
depicts a Markov model with four states. The states are connected by transitions that 
are associated with transition probabilities. By ‘jumping’ from state to state, the 
Markov process produces a sequence that equals the series of states that have been 
visited. This series of states is called the state path π. In the specific case of a first order 
Markov model, the probability of being in one particular state only depends on the state 
visited earlier in the path. The transition probabilities akl between state k and l can be 
written as  
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)|( 1 lkPa iikl === −ππ  [4.] 

 
To extend this model to a hidden Markov model we 
allow the states to emit any symbol from an alphabet 
(e.g. all amino acids) following a state dependent 
emission probability distribution. The state path will no 
longer be equal to the sequence that is generated. The 
probability of emitting symbol x in state k is written as 

)|()( kxPxe ik == π                      [5.] 

The HMM generates a sequence by transiting from state 
to state and emitting a symbol in each state according to 
the emission probability distribution of that state. The 
joint probability of a sequence x=(x1 x2 … xl) of l symbols and the state path is written 
as  

1
)(),(

1
−∏

=

=
iii

axexP i

l

i
ππππ  [6.] 

Many different state paths can emit the same sequence. Therefore, based on the 
observed sequence we can no longer tell the states that were visited during the process. 
It is this property that is called “hidden” – the state path is hidden in the observable 
sequence. To obtain the probability that the HMM emits a certain sequence, we must 
sum over all possible state paths 

∑=
π

π ),()( xPxP  [7.] 

An HMM is thus defined by the set of states and the transition and emission probability 
distributions. Figure 6 shows the architecture of a profile HMM in the HMMER 
package [50]. The architecture is linear and corresponds to a multiple alignment. Match 
states correspond to conserved columns in the alignment, insert states to insertions and 
delete states to deletions. Transitions between the states model insertions and deletions  
 
at every position. For every match and insert state there is a state-specific distribution 
that gives the probability of emitting an amino acid. Delete states are quiet states that 
cannot emit amino acids. The HMM produces a sequence in a process that corresponds 

Figure 5. A Markov model of 

four states. 

Figure 6. The HMMER profile HMM architecture. The c ore domain model is 

from Begin (B) to End (E) state. The N and C states correspond to N- and C-

terminal unaligned regions. Match states (M) models conserved amino acids, 

insert states (I) model insertions and delete states (D) model deletions with 

respect to the multiple alignment. Delete states are non-emitting states. 
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to traversing the model from left to right. In every match and insert state, an amino acid 
is emitted according to the state-specific distribution. Then the process transits to the 
next state (or to itself if allowed) by following the transition probability distribution. 
The process continues until the final state is reached and the sequence has been emitted.  
 
Let us assume that we have estimated an HMM D=D(a, e) from a domain family. D 
describes a probability distribution over a large number of sequences but some 
sequences (family members) are much more likely than others. Presented with a 
sequence x we want to know whether it belongs to the domain or not. We can rewrite 
this probability from Bayes’ rule as 

)(
)'()'|(

)|(
)|(

'

DP
DPDxP

DxP
xDP

D∑
=  [8.] 

where the summation is over all possible domains. We can also express the probability 
that the sequence was generated under a null hypothesis, which is usually a background 
model Q, as )|( xQP . The ratio between these two probabilities can be written as 

)(

)(
log

)|(

)|(
log

)|(

)|(
log

QP

DP

QxP

DxP

xQP

xDP +=  [9.] 

The first term to the right is the so-called log-odds score. It is the ratio of the 
likelihoods of the sequence under the two models. The second term is independent of 
the sequence and can be thought of as a threshold for the log-odds score.  
 
When a sequence is scored to a profile HMM it is the log-odds score that is being 
calculated. It is desired to specify a cutoff based on which we can make statements 
about homology. Cutoffs can be curated manually based on the scores of trusted family 
members and the scores of sequences that do not belong to the family. It is also 
possible to quantify the probability of obtaining a certain score by chance, given the 
size of the database. This can be done by scoring a limited number of randomly 
generated sequences and fitting an extreme value distribution to the histogram of log-
odds scores. 
  
3.2.2.2 Profile HMM estimation  
Parameterizing the HMM involves specifying all probabilities of the model. This is the 
crucial step in profile HMM workflow. Based on a limited number of sequences the 
goal is to estimate a model that is representative for all sequences of the domain family.  
 
It is possible to train a profile HMM directly from unaligned sequences. This involves 
an iterative optimization procedure to find model parameters so that the probabilities of 
the observed sequences are maximized. This is a non-trivial problem with several local 
optima. The Baum-Welch algorithm [5] ensures that we find an optimum but not that it 
is the global optimum. Simulated annealing [51] and “noise injection” [47] are two 
techniques that increase the chances of not getting trapped in local optima.  
 
If a good multiple sequence alignment is available the estimation often becomes more 
accurate. To define which columns that are conserved a simple rule of thumb can be 
used (for example assigning columns to match/delete states if more than 50% of the 
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sequences are aligned). Alternatively a maximum à posteriori (MAP) algorithm can be 
used [51]. 
  
Once the columns are marked as match/delete or insert, the alignment specifies the path 
that each sequence follows through the profile HMM. The training is now essentially 
reduced to a process of converting the observed amino acid, insertion and deletion 
counts into the emission and transition probabilities of the model. This can be done by 
maximum-likelihood (ML) which corresponds to setting the model parameters from the 
count frequencies. The ML-estimate of the emission probability for amino acid x, 
observed ci(x) times in column i is written as 

∑
=

'

)'(

)(
)(

x
i

i
i xc

xc
xe  [10.] 

Unfortunately, the straightforward ML-estimate will often produce an HMM that is 
non-optimal. We want an HMM that can find homologs that are not represented in the 
training set. In other words, we want to model an entire protein family rather than the 
training sequences only. If the multiple alignment includes a large and diverse set of 
sequences, the ML-estimate may be close to optimal. In reality, the sample size is often 
limited and biased. Prior probabilities and sequence weighting are used to estimate a 
good HMM from limited and biased sequence data (Figure 7). 

 
3.2.2.3 Prior probabilities 
Bayesian modeling techniques (like profile HMMs) handle limited sample sizes by 
applying prior probabilities to model parameters. Prior settings can be provided in 
many ways, ranging from simple to more complicated alternatives. The simplest 
alternative is to specify pseudocounts; fake counts that are added to the real counts. 
Using pseudocounts we turn eq. 10 into  
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where s(x) is the pseudocount for amino acid x. 
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Prior probabilities

Total weight

Sequence weighting
Multiple alignment

Figure 7. Profile HMM model estimation from an existing alignment. The 

weighted sequence counts are combined with the prior probabilities to 

obtain the final model parameters. The total weight determines the relative 

influence of sequence data and priors on the model probabilities. 
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The pseudocounts can be set equal for all possible events (e.g. all possible transitions) 
or varied between the events. This allows us to specify pseudocounts based on our prior 
belief of how likely one event is compared to another. If we think that insertions are 
rare we can assign a higher pseudocount to match-to-match events than to match-to-
delete events. Pseudocounts are intuitive to understand but they are ad hoc. Instead 
priors based on Dirichlet distributions are the default alternative in the main profile 
HMM packages. 
 
Dirichlet distributions for profile HMM priors have been thoroughly explained 
elsewhere [52, 53]. Briefly, a Dirichlet is a distribution over probability parameters. 
The Dirichlet can, for example, model a distribution over all possible emission 
probability parameters. This is exactly what we want for profile HMM modeling: a 
distribution over the probability parameters. 
 
A Dirichlet prior distribution and a multinomial distribution of counts can be combined 
using Bayes’ rule to calculate a posterior distribution (also the posterior is a Dirichlet). 
By taking the mean of the posterior, we obtain a probability distribution. This so-called 
mean posterior estimate is used as parameter in the profile HMM. In fact, the mean 
posterior estimate boils down to the “pseudocount estimate”, but with the pseudocounts 
substituted for the parameters that specify the Dirichlet, d(x). 
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It is also possible to define a mixture of Dirichlets. In a mixture, each distribution can 
capture a specific feature of columns observed in multiple alignments, such as 
hydrophobicity or polarity. During model building, the Dirichlet distributions are 
weighted probabilistically for each column in the multiple alignment and combined 
with the observed amino acid frequencies to obtain the posterior emission probabilities.  
 
From eq. 12 it is easy to interpret the effect of the Dirichlet on model estimation. A 
high value of d(x) will have a large effect on the model parameters; a low value of d(x) 
will have less effect. If a lot of sequence data is available the mean posterior estimate 
will approach the ML-estimate, which is a reasonable feature. However, all this holds 
true also for the simple pseudocount estimate. What is the difference?  
 
The difference is that a Dirichlet is not specified ad hoc. Dirichlet distributions can be 
estimated based on count vectors (of amino acids or transitions) from multiple 
alignments. Most natural is to optimize the distribution by maximum-likelihood, i.e. to 
maximize the probability of the count vectors. Dirichlet mixtures have been estimated 
from column counts of amino acids and are the default choice in the major profile 
HMM packages. It has been shown that Dirichlet mixtures can efficiently capture 
amino acids distributions [54] and that they provide high discrimination in database 
searches [55, 56].  
 
3.2.2.4 Sequence weighting 
Prior probabilities increase the HMMs ability to generalize from the training sequences. 
Another issue is to handle biased training data. The training set may be biased because 
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the available sequences are not representative members of the protein family. To 
combat biases several sequence weighting strategies have been developed. The 
majority of algorithms agree on one boundary condition: two (or more) identical 
sequences should only be counted as one. Beyond this, algorithmic concepts differ 
considerably and include weights derived from a sequence tree [57], weights set to 
maximize discrimination between the family and a random model [58] and weighs 
defined to maximize model entropy [59]. Karchin et al. have evaluated a large number 
of sequence weighting methods [60]. 
 
3.2.2.5 Total weight calculation 
The total weight is used to normalize the weighted sequence counts. The total weight 
thus determines the relative impact of the sequence data and the prior probabilities on 
the final model parameters.  It is possible to view the final model as an interpolation 
between two HMMs: one defined by the sequences only and the other defined by the 
prior probability distribution. A high total weight means relying on the sequence data 
while a low total weight gives high importance to the prior.  
 
How should the total weight be specified? One possibility is to define the total weight 
based on information theory. This idea essentially stems from a theoretical paper by 
Altschul on substitution matrices and information theory [36]. As discussed in section 
3.1, Altschul showed that any substitution matrix implies a set of “target frequencies” 
for the alignments on which it has been optimized. Based on the target frequencies pxy 
and a random protein model (qx, qy) we can calculate the average score of an amino 
acid as 
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The average score equals the relative entropy H of the target and the background. 
Choosing a certain substitution matrix is therefore equivalent to specifying a certain H 
and vice versa. The H measures a distance between the background and the target 
distribution; it is a measure of the available information per position to distinguish the 
alignment from chance. 
 
HMM model estimation starts with the uninformed prior distribution and produces the 
information-rich profile HMM. Ignoring gaps, the relative entropy (per position) 
between the HMM and the prior distribution is written as 
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where Pi(x) is the emission probabilities for amino acid x in the ith match state, Pprior(x) 
the prior emission probabilities and M is the number of match states. Now, Pi(x) is a 
function of the total weight. Therefore a certain H implies a certain total weight. Thus, 
just like we can choose substitution matrix based on desired relative entropy between 
target sequences and background, we can specify the total weight from relative entropy. 
This will imply a target for the information content at every position in the HMM. In 
Paper III, we show that this procedure for specifying the total weight is the main reason 
to why SAM estimates more accurate profile HMMs than HMMER.  
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3.2.2.6 Profile HMM scoring 
The scoring problem refers to finding the probability of a sequence given the model. 
This is solved by two standardized algorithms [5]: the Viterbi algorithm that gives the 
probability of the optimal path through the model and the Forward algorithm that sums 
the probabilities of all paths. Scoring is in essence equivalent to testing the hypothesis 
that a sequence x was generated by the model D. As null model, it is possible to use a 
background distribution such as the overall amino acid composition in UniProt.  
Unfortunately, such a simplistic null model has undesired side effects associated with 
biased sequence composition. This is because a query sequence and a domain family 
may share the same odd amino acid composition although they are not related. If an 
HMM has been constructed out of a protein family with odd amino acid composition it 
will give high scores to all sequences of similar composition.  
 
Alternative null models that compensate for the effect of biased compositions have 
been developed. The HMMER package’s default option is the so-called “null2 
correction” of the general null model based on the amino acid composition of the 
domain [50]. An alternative option is to relate the score of a sequence to that of the 
reversed sequence [46, 61]. Other strategies have also been evaluated [62]. 
 
3.3 PROFILE-PROFILE METHODS 

Profile-sequence methods can detect similarities that sequence-sequence comparisons 
cannot find. To push the technology further, several profile-profile comparison 
techniques have been developed. There exist a number of different implementations of 
profile-profile methods [63-65] and profile HMM-profile HMM methods [32, 66, 67]. 
The methods differ with respect to how they compare two amino acid probability 
vectors and how they model insertions and deletions. HHsearch generalizes the 
standard profile HMM to a comparison of two profile HMMs using log-odds scoring 
and modeling gaps specifically for each position [32]. PROF_SIM [63] and COMPASS 
[64] also consider gaps. PROF_SIM compare amino acid probability vectors based on 
Jensen-Shannon entropy and COMPASS employs a scoring measure based on log-odds 
ratios. Various scoring functions have been evaluated in two independent papers [68, 
69].  
 
Improvements in homology detection have been reported for profile-profile methods 
over profile-sequence methods [32, 69]. Profile-profile based methods have been used 
to detect previously unknown homology between protein families [32, 70]. The Pfam 
database uses profile HMM-profile HMM searches to create clans of families with 
distant homology.  
 
3.4 PROFILE HMM EXTENSIONS AND MODIFICATIONS 

Profile HMMs detect protein domains based on a conserved signal in the primary 
sequence. Domain prediction is, however, impeded by the noise introduced by the 
thousands of unrelated sequences in a typical database. If the sequences have diverged 
a lot the signal may be to weak to detect above noise level. Probabilistic modeling 
techniques allow us to incorporate other sources of data to better resolve true hits from 
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false hits. In this section I will review such extensions to profile HMMs as well as other 
modifications to ordinary profile HMMs. 
 
A number of groups have combined profile HMMs with information on the secondary 
structure to enhance performance in domain detection [71-73]. This generates HMMs 
which, in addition to the emission and transition probabilities, have position-wide 
probability distributions over local secondary structures. A query sequence is aligned 
(and scored) to the HMM based on the joint likelihood of the amino acid sequence and 
its secondary structure under the model. Hargbo and Elofsson developed ssHMM, 
which is an ordinary HMM extended to model conservation in structure [72]. 
Secondary structure was modelled by a three-component alphabet (helix-strand-coil). A 
model library was estimated from sequence families of known structure. In fold 
recognition tests, the authors demonstrated improved performance of ssHMM 
compared to ordinary HMMs both when the structure of the query sequence was 
predicted (by a neural network) and when it was known. Karchin et al. developed a 
similar method based on the SAM profile HMM package which they call “two-track 
HMMs” [73]. The authors evaluated several alphabets to encode local protein structure 
that were considerably more fine-grained than those used earlier. Two-track HMMs 
substantially increased the performance in both homolog detection and alignment. 
Additional work evaluated local alphabets of residue burial for use in two-track HMMs 
and resulted in improved fold recognition and alignment quality [74]. Secondary 
structure prediction has also been incorporated into profile HMM-profile HMM 
comparisons with similar improvements in fold recognition [32]. 
 
Coin et al. exploited the fact that different species and kingdoms have different protein 
domain repertoires [75]. This knowledge was incorporated by making the domain 
prediction conditional on the species S. Thus, instead of evaluating )|( xDP  (eq. 8) the 
method evaluates ),|( SxDP . Departing from here, the authors developed a score 
which adds an extra term to the ordinary log-odds score 
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The first term is the familiar log-odds score which is calculated by normal profile 
HMM scoring. The second term expresses our belief in the domain prior to having 
observed the sequence but knowing about the species. This term was estimated from 
the domain annotation in Pfam. By incorporating knowledge on species-specific 
domain repertoires, the authors could demonstrate enhanced domain discovery. 
 
In another paper, the same authors improved domain recognition by considering the 
domain context [76]. The idea is that the string of domains on a protein is conserved; 
for example many domains occur in repeats on the protein sequence. If we observe a 
weak signal for the presence of a domain in a protein, we would trust the prediction 
more if the domain context is familiar. To probabilistically account for domain context, 
the method looks for a domain sentence rather than single domains. For each set of 
domain predictions in a protein (using a liberal cutoff to include also weak hits), the 
method finds the string of domains that maximizes a combination of domain score and 
context score. The context score was estimated from the Pfam domain annotation. The 
authors showed that accounting for domain context improves detection of domains with 
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weak signals without harming other predictions. Context based scoring has been added 
to the Pfam database. 
 
Profile HMMs are estimated from a set of related (positive) protein sequences to 
produce a statistical model of the underlying sequence family. However, the models are 
used in database searches where it is key to discriminate homologs from non-homologs. 
One could argue that model estimation should be recast so as to optimize the ability to 
discriminate true members from false and such discriminative approaches to domain 
detection using HMMs have been proposed. Eddy et al. proposed a maximum-
discrimination parameter estimation algorithm [58]. Instead of maximizing the 
likelihood or the posterior model probabilities, the algorithm maximizes the 
discrimination between the training examples and a random model. This is achieved by 
tuning the sequence weights and therefore this method can be viewed as a sequence-
weighting algorithm [59]. Mamitsuka devised an HMM-training algorithm that uses 
positive and negative training data and which gave good results on modeling the 
lipocalin family [77]. Negative examples were chosen to be sequences that have the 
consensus pattern but are not members of the lipocalin family. Using such a method 
large-scale, it is not obvious how to chose the negative sequences. Paper II presents a 
procedure that re-estimates the transition probabilities of the model based on positive 
and negative sequences. The negative training sequences were generated from a 
random distribution, but only a high scoring fraction of the sequences were used to 
adapt the model. 
 
Another discriminative methodology for detecting protein homology was introduced by 
Jaakkola et al. [78]. This method is based on support vector machines (SVMs), which 
can be trained to discriminate data in a high-dimensional space. For each sequence x, 
the method generates a fixed length vector that encodes the derivatives of the log-
likelihood score for the query sequence with respect to the emission probabilities of 
each state. This vector is a mapping of the sequence into a new space. In this space, the 
distances between the vector and known positive and negative examples is calculated 
using a kernel function K(x, x’). The choice of kernel function is crucial to the 
performance of the SVM and various alternatives exist. Based on the distances under 
the Kernel function, a discriminant function is computed.  
 
3.5 PROFILE HMMS AND PHYLOGENY 

Two assumptions related to phylogeny are underlying profile HMMs. One is that the 
training sequences are independent realizations of the model, which is not true because 
in reality the sequences are related by evolution. A second assumption is that the HMM 
is at a certain evolutionary distance from the sequence that is being compared to the 
model. However, it could be that we want to compare sequences at another 
evolutionary distance than the one implied by the profile HMM. This section describes 
attempts to combine profile HMMs and phylogeny. 
  
As discussed in section 3.2.2.4, profile HMMs handles biased sequence data using one 
out of several ad hoc weighting schemes. Sequences that are closely related are likely 
to be similar and will each be given a relatively small weight in the consensus HMM. 
However, it has long been recognized that sequence weighting is not the optimal 
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solution [51]. Ideally one would like to account for the true phylogenetic relationship 
between the sequences and be able to evolve the transition and emission probabilities 
associated with the HMM. It would then be possible to estimate profile HMMs at 
various evolutionary distances and at various positions in a phylogenetic tree. 
 
Evolutionary models for emission probabilities have been central in phylogeny for 
many years [51]. Such models are estimated as a rate matrix that, given a divergence 
time, produces the probability of substituting one amino acid for another. Evolutionary 
models for insertions and deletions are not as well developed and have been an obstacle 
for combining phylogeny and profile HMMs [79]. One option is to add an extra 
character (gap character) to the alphabet of all amino acid and estimate a new rate 
matrix. Other possibilities have been discussed and tried out in an HMM setting [80-
84]. 
 
Mitchison and Durbin proposed tree-HMM which combines phylogeny and modeling 
of evolutionary processes with profile HMMs [80]. In a tree-HMM, insertions and 
deletions are modeled as changes in the sequence paths through the HMM. This is 
achieved by introducing ‘state-transition’ characters (one character for every transition, 
e.g. match-to-delete) and estimating a special type of transition rate matrices. Qian and 
Goldstein built upon the tree-HMM concept to construct a method for homology 
detection [84]. The sequences are found at the leaves of a phylogenetic tree. Taking 
both amino acids and the state-transitions into account, posterior probabilities are 
reconstructed at every node in the tree and a profile HMM is estimated in which the 
emission probabilities are given by the posteriors at that node. This profile HMM will 
reflect the sequences that have descended from that node in the tree. By searching the 
database using the ensemble of HMMs, as opposed to only one model, the authors 
reported better performance than that of several other homology detection methods.   
 
Rivas recently presented evolutionary models for insertions and deletions in a 
probabilistic framework [79]. Instead of evolving the insertions and deletions as 
changes in the sequence paths through the HMM (as tree-HMM does), she evolves the 
transition probabilities of the model itself. In the paper, two models for evolving 
transition probabilities are derived and discussed. The results are applicable to many 
types of probabilistic models and are likely to be implemented in a profile HMM 
setting over the coming year. It will then be possible to specify a divergence time and to 
let the profile HMM evolve to model sequences at that distance. Although it remains to 
be shown that such models are functional for homology detection (both from a 
performance and a computational perspective), they will be an interesting novelty.  
 
3.6 ALTERNATIVE STRATEGIES FOR HOMOLOGY DETECTION 

3.6.1 Feature HMMs 

Profile HMMs for protein domain detection are not a typical application of HMMs in 
bioinformatics. Instead the majority of HMMs are applied to capture statistical 
properties related to sequence composition and to the length of sequence regions. Both 
DNA and protein sequences are heterogeneous with characteristic regions that have 
markedly different sequence compositions (e.g. the amino acid composition in 
membrane and non-membrane regions of a protein). A common problem in 
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bioinformatics is to predict where along a sequence such regions are located. In what 
follows, I will refer to HMMs applied to this kind of problem as feature HMMs 
because they model sequence regions with certain features. I will sometimes say that 
the features are “high level” to distinguish them from conserved positions or motifs. 
 
Feature HMMs have, for example, been applied to gene finding by exploiting the 
statistical differences in codon usage between coding and non-coding regions [85-87]. 
Several HMM-based membrane topology predictors have been trained to distinguish 
differences in amino acid composition between cytosolic, transmembrane and 
extracellular regions [88-91]. HMMs have been applied to signal peptide recognition 
[90, 92, 93], to secondary structure prediction [94] and for predicting coiled-coil 
domains in proteins [95].  
 
Feature HMMs can take a variety of architectures. It is common that each state models 
an entire sequence region with certain statistical properties, as opposed to a state in a 
profile HMM which models a single sequence position. Figure 8a illustrates an 
oversimplified feature HMM for membrane topology prediction that has states for the 
cytosolic, the extracellular and the membrane regions of the proteins. The emission 
probability distribution for each state is estimated from sequence data where each 
position has a state label (ideally based on reliable experiments). In order to model the 
length of a segment, each state may be divided into a substructure of connected states. 
Those states are only applied for the length modeling and they typically all share the 
same emission probability distributions. Different connectivity patterns will give rise to 
different distributions and the architecture must to be chosen from a careful analysis of 
the underlying data. Figure 8b,c shows one particular substructure of states that implies 
a negative binomial distribution and how it can be used to model an empirical 
distribution of loop lengths. 

 
Using a feature HMM, it is not primarily the optimal score of a sequence that is of 
interest (as for profile HMMs). Instead, it is the hidden state path that that we are 
searching for. Feature HMMs can be trained so as to maximize the chance of the 
sequence labeling rather than the likelihood of the sequences [96]. The process of 
predicting the state path of a sequence, given an HMM, is called decoding [5].  

Figure 8. Feature HMM and length modeling. a) A fictive and simplified HMM architecture for 

modeling transmembrane proteins. b) Empirical data on cytosolic loop length (bars) and the 

distribution that was fitted to the data (dots).  c) The HMM substructure that was applied to 

model the loop length data (see Paper IV). 
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3.6.2 Can feature HMMs be applied to homology prediction? 

Is it possible to make use of feature HMMs to detect homology? One problem is that 
most high-level features are not domain specific. Sequence comparison techniques, like 
profile HMMs, are successful because there is often a 1-to-1 mapping between 
sequence space and protein homology; convergent evolution in sequence space is 
unlikely simply because this space is so large. In order to be successful a feature-based 
homology predictor should fulfill at least three requirements. First the protein family in 
consideration must have high-level features that are conserved across all members. 
Second those features must be unusual in order to avoid high numbers of false positive 
predictions. Finally, the sequence similarity within the family should be low so that 
ordinary homology detection methods fail, thus motivating an alternative method. 
 
The superfamily of G protein-coupled receptors (GPCRs) arguably fulfils all three 
criteria. GPCRs are integral membrane proteins with a characteristic topology: an 
extracellular N-terminal region, a cytosolic C-terminus and seven transmembrane (TM) 
helical regions (Figure 9). All confirmed GPCRs share this 7TM-signal and although it 
is not known whether the reverse is true (all 7TM–proteins are GPCRs1), the two 
acronyms GPCR and 7TM-receptor are essentially used with the same meaning.  

 
The GPCR superfamily can be divided into distinct families between which there is 
very low sequence identity. Because the primary sequences are so diverged, there could 
potentially exist GPCRs that cannot be detected by ordinary sequence comparison 
techniques [97]. Instead, strategies for GPCR gene discovery that rely on the conserved 
topology have been employed. TMHMM, a general topology predictor, has been 
applied to cataloguing GPCRs in the C. elegans genome [98]. Another HMM-based 
topology predictor was used to identify a large number of novel GPCR candidates in 
the human genome [99]. Three groups independently mined an early draft of the 
Drosophila genome using topology predictors [100, 101] and a hyperplane technique 

                                                 
1 There is one exception to the rule. Prokaryotes have proteins with the characteristic 7TM-topology 
that are not G-protein coupled (e.g. bacteriorhodopsin). 

a) b)a) b)

Figure 9. G protein-coupled receptors 

are transmembrane proteins with 

seven membrane-spanning helices. 

(Adapted from Berg, JM et al., 

Biochemistry, New York: W. H. 

Freeman and Co.; 2002. 

www.ncbi.nlm.nih.gov)  
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[102, 103], which resulted in the discovery of a new family of odorant receptors 
assumed to be GPCR. We have developed an HMM that is trained specifically to 
model amino acid compositions and length distributions that are conserved across 
GPCR-families (Paper IV).  
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4 DATABASES AND BENCHMARKING METHODS 
4.1 DATABASES 

The number of protein sequence databases has grown along with genome projects. 
High-quality databases are invaluable not only to the end user but also for the 
evaluation of algorithms for homology prediction. In this section a selection of the most 
relevant databases for this thesis is presented.  
 
Pfam is a large collection of protein families and domains [9]. For every family there is 
a corresponding profile HMM that is estimated using the HMMER package. The first 
version of Pfam was published in 1997 [104] and since then the database has grown to 
include close to 8000 families matching 75% of all known sequences (version 18.0).  
 
Pfam domains are primarily defined from evidence of evolutionary conserved regions. 
Domain definitions are such that no two domains overlap. There are two sets of 
sequences per family: seed and full. The seed set is manually curated and used to 
construct a multiple alignment and a profile HMM. This seed HMM is used to search 
for additional members to include in the full set. While the seed set is relatively 
constant between releases, the full set is growing as more sequences become available. 
 
SCOP is a database classifying all protein sequences of known structure based on 
structure, function and sequence [8]. The unit of classification is the domain, 
consequently multi-domain proteins are split into their domain components. The 
classification is hierarchical and in four levels: class, fold, superfamily and family. 
Sequences belonging to the same family are clearly evolutionary related because they 
have high sequence identity or because structural and functional conservation provide 
strong evidence of common descent. A superfamily collects families with low sequence 
similarity but with structural and functional evidence suggesting a common origin. At 
the fold level, superfamilies having the same overall secondary structure topology are 
grouped together, although no firm evidence of evolutionary relationship is required.  
 
SUPERFAMILY  is a library of profile HMMs that represent all protein domains of 
known structure [105]. The 2004 release of SUPERFAMILY matched close to 60% of 
all existing proteins in Swiss-Prot and TrEMBL. The SUPERFAMILY domain 
definitions are based on the SCOP classification at the superfamily level and are thus 
representing evolutionary conserved structural protein units. In contrast to Pfam, each 
SCOP superfamily is represented by multiple profile HMMs. This strategy was chosen 
because multiple models per family proved to be more effective than one model per 
family [105]. Thus, in SUPERFAMILY the number of HMMs equals the number of 
sequences in a filtered set of the SCOP sequences (provided by ASTRAL). Each 
sequence is aligned to a number of homologous sequences and a profile HMM is 
estimated iteratively using the SAM profile HMM package [106]. Consequently, a 
query sequence may match many HMMs but it is the assignment to a superfamily that 
is important. 
 
ASTRAL is a database [107] that provides sequences corresponding to the SCOP 
domain classification filtered to different levels of sequence similarity.  The ASTRAL 
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sequence sets have been used to construct benchmarks for homology detection 
algorithms and were used to construct the SUPERFAMILY database. 
 
4.2 EVALUATION OF ALGORITHMS FOR HOMOLOGY DETECTION 

4.2.1 Datasets for evaluating the performance  

The assessment of performance is critical in the development of algorithms and 
methods for homology detection. A thorough evaluation relies on a valid benchmark set 
and a relevant measure of the performance. It is important that the training and testing 
sets are sufficiently different to avoid artificially good results due to overtraining. This 
section covers benchmarking aspects of importance to the present thesis.  
 
The ideal dataset for assessing homology detection is one where the evolutionary 
relationship is known for every pair of sequences. Unfortunately, most protein 
classifications are defined using computational methods for homology detection. This 
leads to a problem of circularity: homology in the benchmark dataset is defined by the 
same or similar computational methods to those being evaluated.  
 
The situation has improved with the increased capacity for protein structure 
determination. Nowadays, most assessments of methods for protein domain detection 
are based on evolutionary relationship defined from structure and on the SCOP 
classification in particular. Because SCOP classifies protein domains manually based 
on structure rather than sequence and because structure is more conserved than 
sequence over time, SCOP is a valid basis for benchmarking.  
 
A SCOP benchmark set can be designed in different ways. One can evaluate homology 
detection at the family, superfamily or fold level. The test can be based on specific 
families only or on all existing sequences. A commonly used test procedure is the “all-
against-all” test by which every sequence is used to score all other sequences. 
 
A Pfam-based benchmark is an alternative to SCOP with two possible advantages. 
Pfam has a higher coverage than SCOP; in particular transmembrane protein families 
are underrepresented in SCOP [11]. Pfam also provides high-quality multiple 
alignments which may be relevant for testing profile HMMs. A disadvantage with 
Pfam is that test sets of negatives (non-homologous sequences) cannot readily be 
defined because sequences can be related although they belong to different families. 
This can be circumvented by generating sequences from a random model or using real, 
but reversed sequences as negative training set. 
 
In this thesis, three different benchmark tests have been employed: 
 

1. Pfam-based: Pfam families were split into training sequences and positive test 
examples so that no test sequence had more than 20% sequence identity to a 
training sequence. Real but reversed sequences were employed as negative test 
examples  (Paper I, II). 

 
2. SCOP-based: SCOP superfamilies were split into positive training set (one 

family) and positive test examples (remaining families). Negative sequences 
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were defined as sequences of another fold than the superfamily used as positive 
test and train set (Paper II).  

 
3. Pfam/SCOP-based: This test combines Pfam and SCOP in order to benefit from 

both the high-quality Pfam alignments and the SCOP classification. Pfam 
families (positive training sets) were linked to SCOP superfamilies (positive test 
sets) based on shared sequence members. Negative sequences were defined as 
sequences of another fold than the superfamily used as positive test and train set 
(Paper III). 

 
4.2.2 Different measures for evaluating the performance 

Given a test set there is a variety of possible measures to assess the performance. They 
are all a function of the four possible outcomes of a prediction: true positive (TP), false 
positive (FP), true negative (TN) and false negative (FN). Sensitivity and specificity are 
defined from these four entities as 
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Plots of sensitivity versus specificity may be used to assess sequence comparison 
methods. All hits are ranked in a list and the sensitivity and specificity are calculated 
for each possible cutoff score. Alternatively, the results may be displayed by plotting 
the number (or fraction) of true positives for varying levels of false positives (Figure 
10). For every percentage increase in coverage, the number of false positives typically 
grows at an increasing rate.  

 
Plots of specificity versus sensitivity or of true positives versus false positives are today 
the most commonly used measures for assessing sequence comparison methods. A 
possible alternative for evaluating homology detection is to specify one fix cutoff for all 
families (e.g. a log-odds score of 0 or an E-value of 10-3) and count the number of 

Figure 10. A plot of true positives 

versus false positives used to 

benchmark homology prediction. The 

better the method is, the quicker the 

curve will rise, indicating that high 

numbers of true positives are detected 

at low levels of false positives. 
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incorrect predictions. The disadvantage is that for some families this cutoff will be very 
far from optimal. Consequently, we may get a high number of misclassifications even 
though the method has separated positive and negative examples perfectly. Because in 
a real situation, it is often possible to tune the cutoff for each family individually (as is 
done in Pfam), a fixed cutoff does not fully reflect a realistic situation.  
 
To compensate for this, the ‘minimum error rate’ (MER) measure can be employed. It 
is defined as the minimum number of misclassifications given a rank list of hits. It is 
calculated by setting an artificial score cutoff for each family in the test set such that as 
many predictions as possible become correct. Thus, using the MER measure every 
family is treated separately and the MER for all families can be added up to a final 
measure of performance. The ‘minimum false positive counts’ is an alternative measure 
that can be used to evaluate detection of very remote homology. This is defined as the 
number of non-homologous sequences that score better than the best-scoring homolog 
[108].  
 
Sometimes there is no good test set other than the sequences that are used to train the 
model. For such cases, cross-validation can be useful to test the ability of the method to 
generalize from training data. The procedure is to split the training data into n sets of 
sequences, ideally such that sequences are more similar within a set than between sets 
(e.g. n different families within the same superfamily). A model is trained from the 
sequences in n-1 sets and is tested on the excluded dataset. The procedure is repeated 
until all n combinations of training and testing sequences have been used. Typically, a 
final model is constructed from all sequences in the training set. 
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5 PRESENT INVESTIGATION 
The overall aim of the work presented in this thesis is to improve aspects of HMM-
based protein domain detection. The work is primarily theoretical, although the 
methods and the results may be applied to homology detection. Profile HMMs, and 
specifically estimation of models from data, is the focus of the first three papers, with 
the overall goal to obtain better discrimination in database searches. The fourth paper 
presents a specialized HMM of the GPCR superfamily for detection of very remote 
homology.  
 
Below, the work is summarized paper by paper. For a full description of the work, I 
refer to the actual papers at the end of the thesis. 
 
5.1 PAPER I 

Transition priors for protein hidden Markov models:  an empirical study towards 
maximum discrimination 
 
Under a profile HMM framework, insertions and deletions are modeled by transition 
probabilities. The transition prior probabilities constitute one set of parameters at play. 
Prior work in our group (unpublished) suggested that, in the HMMER package, the 
transition prior probabilities were not specified consistently. It was unclear how to best 
specify the transition prior probabilities and there was no good study of transition priors 
for profile HMMs.  
 
In HMMER, three single Dirichlet distributions model the transition prior probabilities. 
The distributions are characterized by seven values that specify the prior probabilities 
for transitions from match, delete and insert states respectively. In practice, the seven 
parameters can be regarded as pseudocounts that are added to the number of observed 
transition events in the alignment. However, when estimating the parameters, one has 
to be clear about what the parameters represent.  
 
Dirichlet mixtures model the emission prior probabilities in the HMMER and the SAM 
HMM packages. Such mixtures have been estimated by maximum-likelihood (ML), 
and provide high log-odds scores for true positives [52], discrimination in database 
searches [55, 56] and low encoding costs [54]. ML-estimation should arguably be the 
best alternative also for transition prior probabilities [51].  
 
We set out to 1) estimate a Dirichlet distribution of transition prior probabilities using 
ML, 2) evaluate this ML-prior for database searches, and 3) propose a good transition 
prior to be used in profile HMM database searches. From the frequency and lengths of 
insertions and deletions in a large number of Pfam alignments, we produced an ML-
estimated transition prior. We evaluated this and other priors based on how well the 
profile HMMs separated true family members from false. The test set was based on 
Pfam seed families that were split into (positive) test and training sequences such that 
no test sequence had more than 20% sequence identity to any sequence in the training 
set. As negative test sequences we used reversed sequences fetched from the Swiss-Prot 
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database by a random procedure. The HMM searches were configured for global/local 
mode, i.e. by scoring sequences locally to the entire domain. 
 
Unexpectedly, the ML-prior proved to be far from optimal. By systematically scanning 
various settings we could instead empirically propose a transition prior that gave a 
better separation of homologs and non-homologs. The empirical prior primarily implies 
lower probabilities for deletions (in particular for extending deletions) than the ML-
estimate. While this hampers the scores of true family members it still improves 
discrimination because the scores for unrelated sequences are even more affected by the 
low probabilities for deletions.  
 
An ML-prior reflects the number and length of insertions and deletions in true 
alignments. In contrast, the empirical prior is constructed by effectively accounting for 
insertions and deletions among both homologs and non-homologs aligned to the profile 
HMM. While the empirical prior produces high discrimination, the ML-prior is still 
likely to be the best choice for producing high-quality alignments, which is a problem 
that is free from the constraints introduced by unrelated sequences. 
 
5.2 PAPER II 

Improving profile HMM discrimination by adapting tr ansition probabilities 
 
The first paper pointed at a conflict: optimal modeling of family members is no 
guarantee for optimal discrimination. By setting the probabilities for insertions and 
deletions lower than the ML-estimate suggests, the HMMs model true positives worse 
yet they are more discriminative. Typically, a high number of positions in a multiple 
alignment lack insertions and deletions and therefore the prior probabilities will have a 
considerable impact on the transition probabilities of the final model. Could we 
optimize the transition probabilities position by position in order to improve 
discrimination? 
 
Our ad hoc solution to the problem is an algorithm that post-processes the HMM. The 
idea is to find model positions where the Viterbi paths of homologous and non-
homologous sequences differ and to adjust the transition probabilities in favor of the 
homologs. First a large number of sequences are sampled from a random distribution 
and their log-odds scores with respect to the HMM are calculated. Out of those, only 
the highest scoring ones are kept and they form the negative training set. For each node 
in the model, two simple distributions are estimated from the Viterbi paths of the 
positive and negative training set, respectively. A distance measure based on relative 
entropy is employed to compare the two distributions and used to set the magnitude of 
the adjustment of transition probabilities at this particular model node. Typically, the 
majority of transition probabilities in an HMM are left untouched, but some are 
changed substantially.  
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The algorithm (called ATP for Adjusting Transition Probabilities) was benchmarked on 
two test sets for remote homology: one Pfam-based and one SCOP-based. Compared to 
the HMMER default procedure, ATP enhances discrimination in database searches 
which indicates that discriminative training is valuable for profile HMMs (Figure 11).  
 
5.3 PAPER III 

Improved profile HMM performance by assessment of critical algorithmic 
features in SAM and HMMER 
 
There are two profile HMM packages that are being extensively used: SAM [106] and 
HMMER [50]. Their relative performance was largely unknown until addressed in a 
paper by Madera and Gough [109]. This paper showed that SAM is the better package 
for model estimation while the two programs are comparable for model scoring. 
Although interesting, the study left several questions unresolved. Most importantly it 
did not analyze why SAM estimates more accurate HMMs than HMMER. Also, the 
study was restricted to local/local scoring although HMMs are frequently used in 
global/local scoring.  
 
Our study addresses these open questions. The motivation behind the study was 
primarily that increased knowledge of profile HMMs would result in improvements to 
the existing tools. We based our analysis on a test set combining Pfam’s high quality 
multiple alignments with SCOP’s structure-based classification scheme. In order to 
track differences in package-specific performance to the build or search algorithms 
respectively, we translated HMMs between the SAM and HMMER model formats. 
This allowed us to build the HMM using one package and score sequences using the 
other program. For local/local scoring, our results largely agreed with the earlier 
conclusion confirming that SAM is superior. For global/local scoring the two packages 
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Figure 11. Example of how ATP can 

improve discrimination. The Pfam 

seed family PF00291 was split into 

training and test sequences, and an 

HMM was built from the training 

sequences using HMMER (results in 

top panel) or HMMER followed by 

ATP (results in bottom panel). A 

total of 5000 negative test sequences 

(-) and the seven positive test 

sequences ( | ) were scored to the 

model. The E-value is the expected 

number of matches, hence lower E-

values are more significant matches. 

The ATP algorithm results in an 

improved separation of positive and 

negative test sequences. 
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were of similar accuracy. Overall, HMMs built by the SAM package were more 
accurate than HMMs built by HMMER. However, for model scoring HMMER 
performed better if comparable scoring algorithms were used.  
 
Next, we pinpointed the crucial model estimation features by carefully substituting and 
adding algorithmic bits and pieces. Among the parameters that we analyzed were: 
emission prior probabilities, transition prior probabilities, sequence weighting and total 
sequence weight. The emission prior probabilities proved to play a significant role in 
explaining SAM’s superiority. This result was not surprising, since the SAM default 
emission prior is composed of a Dirichlet mixture of 20 densities, considerably more 
than HMMER’s nine densities. The choice of transition prior had less influence on 
HMM accuracy, however both priors seemed tuned to the respective program. The 
sequence weighting algorithms performed very similarly. Instead, the total weight 
calculation held the primary explanation why SAM’s model building gave more 
accurate HMMs. 

The importance of the total weight calculation was unexpected and had previously 
largely been overlooked. The total weight governs the relative importance of the 
multiple alignment vis-à-vis the prior probabilities; a high total weight gives large 
importance to the sequences. Comparing the two packages, we could see that HMMER 
in general assigns relatively high values to the total weight and therefore effectively 
overfit models to data. HMMER calculates the total weight by an ad hoc algorithm 
while SAM employs a measure borrowed from information theory. The latter sets the 
total weight such that the training reduces model entropy by a specified value. By 
combining the best features of both programs we obtained enhanced performance 
compared to using any single program (Figure 12). 
 

Figure 12. The impact of emission prior 

and total weight calculation on profile 

HMM performance. SAM constructs 

more accurate HMMs than HMMER 

(default settings). Introducing the SAM 

emission prior to HMMER improves 

performance. Adding also the SAM 

total weight calculation enhances 

HMMER’s performance even more 

such that it surpasses SAM. The figure 

illustrates performance in local/local 

scoring mode.  
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5.4 PAPER IV 

A general model of G protein-coupled receptor sequences and its application to 
detect remote homologs 
 
The largest protein family in animals is the superfamily of G protein-coupled 
receptors (GPCR). GPCRs are transmembrane proteins involved in multiple signal 
transduction pathways. They are responsible for transmitting the signal from a large 
number of very diverse ligands that include small molecules, peptides and 
glycoproteins [110]. It is estimated that a large percentage of all current drug targets 
are GPCRs (25% in a survey of 399 non-redundant targets [111]), which illustrates 
the importance of this protein family.  
 
GPCRs can be divided into families based on sequence similarity [112-114]. Between 
the families there is very low sequence identity, yet members of all families share the 
same 7TM membrane topology. Profile HMMs can be estsimated for each individual 
family, but a meaningful profile HMM of the entire superfamily cannot be created 
because of the lack of common motifs. This is potentially a drawback to GPCR gene 
discovery because the collection of individual models might not cover the sequence 
space occupied by all GPCRs.   
 
The goal of this work was to create a model from features that are conserved across 
all GPCRs. We analyzed a set of 11 known or putative GPCR families and found 

Figure 13. a) Overview of the GPCRHMM architecture. A box where the 

possible length interval is indicated represents each model compartment. To 

model different types of sequence lengths data the model uses three sets of 

connectivity layouts that correspond to different distributions (b, c, d). A 

separate compartment models the possible presence of a signal peptide. 
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patterns in the distributions of cytosolic and extracellular loop lengths. We also found 
differences and similarities in amino acid distributions between cytosolic and 
extracellular loops. Based on this analysis we developed an HMM that model high-
level features (Figure 13). The architecture mimics the GPCR membrane topology 
with separate compartments for each loop and TM-region. To avoid overfitting of the 
model to data, we reduced the number of free parameters by tying the probability 
distributions between compartments that model regions with similar amino acid 
distributions.  

 
We compared the model to other strategies for discovery of novel GPCR-families. In 
a cross-validation procedure, GPCRHMM produced an error rate that was only half 
that of profile HMMs. Compared to the general-purpose topology predictors 
(HMMTOP [88] and Phobius [90]), GPCRHMM was much more sensitive at 
comparable specificity. GPCRHMM also performed much better than 7TMHMM 
[91] and QFC [103], which have both been explicitly trained to model GPCRs. 
 
We used the new model to search for GPCRs in five proteomes. All in all we detected 
120 sequences with no previous annotation and which were not obviously false 
predictions. Out of those the majority (102) were C.elegans sequences, while four 
were human and seven were mouse sequences. We predicted 65 sequences that 
belonged to Pfam domains of unknown function (DUF). 
 
Insect-specific odorant receptors constitute a family that is highly divergent from 
other GPCRs [115]. GPCRHMM strongly rejected members of this family suggesting 
that they are not GPCRs. The family members are annotated in UniProt with a typical 
7TM GPCR-topology. We noted that the topology annotation is not in line with the 
positive-inside rule [116], which states that arginine and lysine are preferably 
localized to the cytosol. Together, this suggests that insect-specific odorant receptors 
are currently incorrectly annotated, that they are very different from odorant receptors 
in other species, and that they are potentially neither GPCRs nor 7TM-receptors. 
GPCRHMM is available as a webserver at gpcrhmm.cgb.ki.se. 
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6 CONCLUSIONS AND PERSPECTIVES 
A large number of genomes have been sequenced and many are underway. To 
classify the proteins encoded in genomic data, we rely on protein homology detection 
methods. The natural unit in focus is the domain which constitutes an evolutionary 
conserved entity. Algorithms for domain detection have evolved from pairwise 
methods to profiles and profile-profile methods, although the different types of 
methods are largely complementary to each other. Within each group of methods, 
important steps toward better performance are continuously being made.  
 
However, although homology detection methods have become better, we are still left 
with a large set of unannotated sequences. Pfam currently covers 75% of all protein 
sequences but the coverage is no longer increasing much year-by-year. In a recent 
study of 21 genomes (comprising 170.000 proteins), 70% of the proteins matched 
Pfam-A domains and 65% matched SCOP domains [15]. This leaves a large 
proportion of proteins with unassigned domain architectures. In addition, many of the 
proteins that do match one or several domains, almost certainly have other domains 
that are not detected using the currently available technology. Proteins with no or 
very few known homologs are called orphans [117].  In a study of 60 microbial 
genomes, orphans amounted to 14% of the proteins [118]. Another study assigned 
orphans or orphan protein regions to between 10-18% of all proteins, depending on 
kingdom [11]. An unknown percentage of the unassigned protein regions are likely to 
contain domains that have evolved beyond detection by the currently available 
techniques. 
 
Improvements to remote protein homology detection can be in terms of refinements 
of existing methods or technological ‘frameshifts’ by introducing novel technology. 
The work described in the first three papers of the present thesis is refinements to the 
existing profile HMM technology, while the fourth paper introduces a new concept 
for detection of highly remote homology.  
 
Paper I and II deal with a conflict inherent in profile HMMs as applied to protein 
homology detection: the models are estimated from a protein family, but used to 
discriminate homologs from non-homologs. In Paper I, we showed that transition 
prior probabilities estimated by maximum-likelihood from observed transitions in 
multiple alignments are far from optimal for discrimination. We hypothesize that this 
is because alignments of unrelated sequences to the HMM will have more deletions 
than alignments of related sequences. Hence, the scores for unrelated sequences will 
benefit from liberal gap penalties and by decreasing the prior probabilities for 
deletions better discrimination is achieved. Our results suggest that profile HMMs 
should either be configured for remote homology detection or to produce high-quality 
alignments; one model is not optimal for both. This could have implications for 
structure prediction by profile HMMs where the procedure is to first detect a close 
homolog of known structure and then align the target sequence to that homolog.  
 
In Paper II we present a simple technique that improves model performance by taking 
non-homologs (generated) sequences into account. While the empirical prior 
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introduced in Paper I, assigns low transition prior probabilities to all model positions, 
the ATP-algorithm adjusts only those transitions that are important to separate true 
homologs from false. Unlike other methods [77, 78], our algorithm is not a full-blown 
discriminative method. However, it is straightforward to use and seems to generally 
improve performance. 
 
Paper III took a broader approach to profile HMM estimation by looking at several 
parameters and judging the importance of each. The finding that the total weight 
holds the main explanation to why SAM produces better HMMs than HMMER, was 
unexpected. Hopefully, others will find the study useful to improve their profile 
HMM programs, including the increasing flora of profile HMM-profile HMM 
methods.  
 
The development of profile HMM based methods will continue to improve protein 
homology detection. However, the performance of ordinary profile HMM technology 
could arguably be nearing saturation simply because so much work has already been 
done. It is thus likely that the future benefits will primarily come from incorporating 
other types of data into the modeling. Structural data, in particular, has proved fruitful 
to combine with standard HMMs [71, 73, 74, 119] and as the number of available 
structures increases, this will be even more powerful. Knowledge of protein domain 
context has been shown to improve detection of distant homology [76], but this field 
still seems relatively unexplored. Also, just like there is signal in domain context, 
other types of data relating two domains should be valuable. The growing data on 
protein-protein interactions, for example, could possibly be combined with profile 
HMMs to detect interacting domains within proteins that escape ordinary searches. A 
different direction is the continued development of profile HMM-profile HMM 
methods. Such methods have proved very powerful for identifying distant 
relationships between families [32]. Potentially, profile HMM-profile HMM 
comparisons could eventually completely replace ordinary profile HMM to sequence 
searches. 
 
Paper IV presents a novel HMM of the GPCR superfamily that models amino acid 
distributions and loop lengths rather than conserved amino acids. The model, called 
GPCRHMM, predicted a number of proteins to be GPCRs and it would be interesting 
to verify these predictions experimentally. In contrast, GPCRHMM rejected insect-
specific odorant receptors and we still do not know whether this prediction is of 
biological relevance or not. It essentially suggests that odorant receptors in insects do 
not have a 7TM topology like other odorant receptors. We are currently performing 
experiments to elucidate the correct protein topology, but this study is yet to be 
finalised. Hopefully other researchers will use GPCRHMM for GPCR detection in 
other genomes; both for gene annotation but also to validate the method.  
 
Could the concept underlying GPCRHMM be applied to remote homology detection 
also within other protein families? It probably could for (super)families that fulfils the 
three criteria given in section 3.6.2: conserved high-level features, unique features 
and high divergence in the primary sequence. It would be interesting to think of other 
families that could be modeled in a similar way to extend the limits of remote protein 
homology detection. 
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